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1. Problem Identification  
 
Parabol Yazılım (paraboly.com) has been carrying out R&D activities in the intelligent 
transportation systems sector since 2011. As one of the main outputs of a TUBITAK 1501 
project, METIS (paraboly.com/metis), an intelligent transportation system (ITS) management 
software, has been used in more than 25 cities with a 70% market share in Turkey.  
 
The company has also been developing a “Public Transport Analysis Platform” called Cermoni 
(cermoni.app). This platform aims to analyze the passengers’ boarding data obtained through 
the use of smart cards and the GPS location data of the vehicles (buses, trams, etc.) collected 
from the public transportation system of a city. Currently, it performs spatiotemporal 
processing and (passenger-, station- and line-based) analysis on the public transport data of 
the Konya Metropolitan Municipality, around 10M rows per month. It is expected to be 
deployed in three more Turkish metropolitan municipalities in 2021. In addition, the potential 
proof-of-concept discussions have been ongoing in Hungary and Brazil.  
 
This collaboration within the frame of the EuroCC project is expected to include the following 
potential stages:  

i. Orientation on how an HPC environment works, how it can be used for HPDA and how 
it can run the modules of the “Public Transport Analysis Platform”.  

ii. Porting an optimized, high-performance version of the O-D (origin-destination) matrix 
computation module onto an HPC environment as this complex processing must be 
performed on streaming big data, and it is a crucial phase in passenger-based analysis.  

 

2. First Suggestion  
 

The current version of the O-D algorithm runs on the Apache Beam platform and using the 

Scikit-learn ML library to analyze the public transport data streamed from the Konya 

Metropolitan Municipality. As it requires high computational resources and is not optimized 

enough yet, it calculates the O-D matrix only for the commuter patterns.  

 

Although the real data is continuously streaming, it can be accumulated periodically (e.g., 

monthly), transferred to the TRUBA HPC platform, and analyzed in batch mode. We can keep 

the transport data, preferably on a distributed file system or NoSQL data store, such as Lustre, 

HDFS, Mongo DB and Cassandra.  

 

To find the O-D matrix of the transport data belonging to a period for a wider range of 

passenger groups, we can use open-source or free ML tools supporting distributed execution 

of algorithms. Examples include Scikit-learn, TensorFlow, Spark MLlib, Mahout, and Weka.  

 

https://paraboly.com/
https://paraboly.com/metis
https://www.cermoni.app/
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For porting our O-D algorithm to TRUBA, we initially have two options to test:  First, the 

existing Beam model of the O-D algorithm can be executed on a Spark runner instance. Next, 

this implementation can be ported and run directly on Spark.  

 

The plan to follow has the steps below:  

 

Timeline Tasks and Milestones planned 
April’21 Orientation on the TRUBA platform 

Investigation of the tools that can be used for this case study  
Discussing the possibilities with the TRUBA team  

30 April-21 Milestone: TRUBA platform experienced  

May’21 Set up the environment 
Testing the environment with toy examples  
Troubleshooting with support of the TRUBA team  

31 May’21 Milestone: Runtime environment prepared & tested 
June-July’21 Suspended due to health conditions 

Aug’21 Existing Beam model of O-D executed on Spark runner over TRUBA  

31 Aug’21 Milestone: Beam model of O-D tested on Spark runner over TRUBA  

Sep’21 O-D algorithm ported directly onto Spark over TRUBA 

30 Sep’21 Milestone: O-D tested directly on Spark over TRUBA  
Oct-Nov’21 Implementations and tests results compared, the and best option decided 

O-D algorithm optimized and improved further for TRUBA  
31 Nov’21 Milestone: The optimized & improved O-D running on TRUBA  

 

3. Solution Stage – I  
 
The solution for implementing the O-D algorithm had initially been developed on Apache 
Beam. Apache Beam provides a unified programming model that can be run on different big 
data processors called runners, such as Apache Spark, Apache Flink, or Google Cloud 
Dataflow. This solution had initially been tested and developed on Dataflow runner, and for 
being able to run this solution on TRUBA infrastructure, we decided using Spark runner 
would be feasible.  
 
For this purpose, we’ve requested the TRUBA team to support using Spark on the HPC 
infrastructure. While the TRUBA team worked on providing a way for supporting Spark, we 
tried running the Apache Beam pipeline on a local Spark runner. Our trials failed because 
support for running Apache Beam outside of Dataflow was limited. We got some errors we 
could not find a solution to and some limitations that made it hard to port pipeline to our 
tech stack.  
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4. Solution Stage – II  
 
While we were trying to run our pipeline on Spark runner, the TRUBA team prepared a Spark 
installation. We’ve tested it with a toy Spark example that we developed, similar to our main 
use case. While running this example, we encountered out-of-memory exceptions that 
couldn’t be fixed by changing Spark arguments. After investigating this issue with the TRUBA 
team, it came out that Slurm was not creating a Spark cluster properly.  
 
For solving this issue, the TRUBA team started working on Spark installation again. It took 
some time for them to fix this issue. The new method they followed works by creating a 
Spark cluster by submitting it as a Slurm job. Then, the main Spark job is run on that cluster.  
 
We converted our Apache Beam pipeline to Apache Spark, then ran this new pipeline on 
TRUBA infrastructure. We used 3 nodes, and the total process took 8 minutes to finish. This 
process also took almost 2 hours when it ran on 8 cores 32 GB virtual machine. This huge 
difference in time shows how that using TRUBA infrastructure is really useful in our case. 
 
In the next stages, we plan to use spark SQL for further querying the data which we got as 
the output of our pipeline and also to optimize and improve our solution.  
 
Additionally, based on the experience and success achieved so far, a proposal has been 
prepared for FF4EuroHPC Project Call2. It aims to develop optimized, high-performance 
Origin-Destination computation and schedule optimization modules to run on an HPC 
environment in order to contribute to the operational decisions for public transportation 
systems.  

5. Solution Stage – III  
 
Calculating the public transport patterns of commuters is a great thing. But it alone is not 
enough for creating value. For more meaningful analysis, additional aggregations need to be 
done on the output of the previous analyzes. The use-case for extracting value in those 
commute data is done by finding mobility between custom-defined zones. The end-user 
selects these zones, and the calculation is done on commute data to get origin-destination 
counts between those zones. 
 
For doing this second analyzes, a pipeline with Spark and Spark SQL is developed. As many of 
the analyzes are done on geographical data, we also needed to have GIS abilities. For this 
purpose, we have used Sedona alongside Spark as well. Our experience with using Sedona in 
TRUBA was flawless. Developed pipeline joined user’s activity regions with custom provided 
zones using SparkSQL and found O-D pairs using provided map functions. 
With the pipeline defined above, analyzing five months’ data for studying origin destinations 
between a grid zone for the city took 8.7 minutes. 
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6. Results and Achievements  
 
In this case study, we have successfully used the TRUBA HPC environment for the first time. 
Even though using spark on TRUBA took some time and effort at first, those efforts paid off. 
We, as a company, also learned a lot about HPC environments during our experiments. We 
also had a chance to write a proposal for an FF4EuroHPC Project Call2. 
 
During our experiments, we have developed 2 different Spark pipelines. One of those 
pipelines used Spark transforms and custom map operations on RDD to generate commute 
sequences for passengers, and the other one used SparkSQL for aggregating those 
sequences to find an origin-destination matrix for some given grid. The output of the first 
experiment is used as an input for the second one because showing outputs of the first part 
on a map was not practical, and useful. 
 
For the first pipeline, we have analyzed a month’s data which has 2,646,922 rows of smart 
card data and 291,758 unique passengers. The pipeline ran the commuter activity region 
extraction and sequencing algorithm for each of those passengers. When we started a 
cluster on 3 nodes, the job finished in 8 minutes, which had taken almost 2 hours on a server 
with 8 cores and 32GB memory. 
 
In the second pipeline, we had taken all of the output of the first pipeline as an input. This 
data had 5 months of data, with 414,671 rows. And we also needed to geographically join 
these rows with grids provided by the user. We joined 5 months of input data with 3996 
grids and calculated the origin-destination pairs within that. This operation had taken 8.7 
minutes, which also is a huge success. 
 
The result of these analyzes can be used to analyze movement patterns in the city. These 
patterns are going to be a vital input for creating new bus lines or altering the existing ones 
for providing passengers more time to spend with their loved ones. This platform enables 
the user at the municipality to see public transportation demand by the grids he/she 
chooses. As mentioned earlier, this demand is very useful for testing how many passengers 
would have taken a new potential bus line. 
 
TRUBA HPC environment had done a great contribution to our R&D cycle. Thanks to that, we 
could test the changes in the algorithm faster. TRUBA had enabled us to do experiments that 
could have taken hours in our production servers, in a few minutes. 
 
The analysis results have been fed into the Cermoni platform and then the images below 
have been taken from its O-D module. There, users can examine these analyses by setting 
grid and date filters and also view them on a map.  
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Zones colored by their usage as the origin 

 
Zones colored by their usage as the destination 

 
An origin zone and its destinations 

 
A new analysis view by defining the grid 
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